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1 Getting Started

Installing R on a computer

The main web-page of R is www.r-project.org
You can download the following installation-file to your home computer from there. Then run
the installer by clicking on it. A shortcut (Rgui) should appear on your desktop. There are also
versions for Macintosh and Linux.

Tips for writing & saving code

Good applications for writing code:

• On PCs, you can use the built in R editor but it doesn’t give you any help with writing your
code.

• On Macs, the built-in R editor is also nice for writing and saving code because it gives you
some hints through color coding and highlighting.

• There are several R editors that are specially designed for use with R; one of the best ones
is RStudio. It is compatible with both Macs and PCs. You can download this editor from
rstudio.org

– Rstudio helps highlight code in ways that will let you know if you have made a mistake
even before you run it. It also organizes your screen so that you can see four windows
at the same time. For example you can see the console, your code document, a list of
objects and a graphic within the same Rstudio window.

– When using functions Rstudio will give you prompts to help you (type all or part of the
function name and hit tab)

– The rstudio.org website has good documentation on what the editor does and how to
make it work the best for your needs.

Bad applications for writing code:

• Do not write all your code directly into the R console because it will be difficult to save it in
a ’runnable’ format.

• Programs such as Word may capitalize words or make other changes to your code that are
unwanted.

Important Symbols and Commands

Below are a few of the basic symbols that are seen in the R environment and used frequently.
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Table 1: Important R Symbols
Symbol Meaning/Use

> Prompt for a new command line, you do NOT type this, it appears in the console
+ Continuation of a previously started command, you do NOT type this, it appears in the console
# Comment, R doesn’t see this as code to run, good for annotations

= or < − Assigns a value

If you are starting a new command line you should see the prompt >. If you are in the middle of
an operation/command you will see a +. If you are stuck with a + and are not sure why, check
to make sure your parenthesis or brackets are closed. To get out of an operation hit the Escape
key.

You can scroll through old commands in the console using the up and down arrow keys. This
allows you to re-run or modify code without re-typing it.

Getting Help

There are a few ways to get help in R, if you know the exact name of a function using ? is useful,
for example

> ?log

Often we don’t know the name of the function, in this case use help.search("search
phrase"). This function pulls up a new screen with a list of R help pages containing the phrase
you are searching for, in the example below that is ’linear model’. For example

> help.search("linear model")

Sometimes the language in the R help files can be confusing, especially if you are new to the
program. If you cannot find what you are looking for in the help files or are confused by them
try ’googling’ your problem or question. There are many R forums online and they can be quite
helpful.

Brackets

There are three types of brackets used in R. Below is a quick reference table on when to used
each type.

Table 2: Bracket Types
Bracket Type Bracket Usage

Round () When calling a function
Square [] When calling a subset of an object
Curly {} Defining operations when writing ’for’ loops and functions

Objects

R recognizes and saves things that are input into it as ’objects’. There are a few types of objects
that R recognizes and they each have slightly different properties.
Types of objects include:

• Variable: a single value or character.

• Vector: a list of values of characters.
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• Dataframe: a matrix of values that makes it easy to call columns by name

• Function: a protocol in R for performing an operation

Other R objects that we are not covering in this tutorial are:

• Matrix: a matrix of values

• List: the most flexible object, can hold multiple other objects of different types

Variables and Simple Assignments

To assign a name to a value use = or < −, for example:

> a = 5
> a

[1] 5

As shown in the previous example, to print a variable’s value, type the variable name and hit
enter.

You can name a variable anything you want, combinations of letters and numbers are allowed.
However, starting the name with a number is not allowed. (e.g. ab2 is alright, 2ab is not)

While it is R technically allows you to name variables after R functions or variables (e.g. log,
sin, mean, pi) it is not a good idea.

R is case sensitive, which means that A and a are different.

R will do math operations (i.e. +, -, /, *), you can save the output as a variable, for example:

> b = 7 * 24
> b

[1] 168

Once a variable is assigned you can call them when doing operations, for example:

> ab = b/a
> ab

[1] 33.6

Built-in R functions

R has many functions that come with the program. To use a function we call the function name
and then use ROUND brackets. For example if we want to see the list of ’objects’ that we have
created we use the ls() function

> ls()

[1] "a" "ab" "b"

Many functions take arguments, or information on the operation of interest. For example if we
want to take the natural log of a we use the function log():
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> log(a)

[1] 1.609438

If we want to find the possible arguments that a function takes we can use the args() function:

> args(log)

function (x, base = exp(1))
NULL

We can also look at the function definition by calling the function name without brackets:

> log

function (x, base = exp(1)) .Primitive("log")

Problem Set

1. Use the exp() function to exponentiate ab.

[1] 3.911061e+14

2. Find the log and square root of ab.

[1] 3.514526

[1] 5.796551

Vectors and Sequences

A vector in R is a object that contains a list of several numbers in order. There are several ways
of creating a vector.

If we want a sequence of increasing of decreasing whole numbers, with a step size of one we can
use the ’:’ operator.

> 2:15

[1] 2 3 4 5 6 7 8 9 10 11 12 13 14 15

We can assign names to vectors as we did with variables, for example

> d = 1:10
> d

[1] 1 2 3 4 5 6 7 8 9 10

Often we would like a sequence of numbers in which the step size is smaller or larger than one, in
these cases we can use the seq() function. For this function we need to tell it the value it starts
at (from), the value it ends at (to) and the step size or length we want the vector to be, such that
seq(from, to, by=step size) or seq(from, to, length=length of vector) respectively.

> f = seq(9, 3, length = 10)
> f

[1] 9.000000 8.333333 7.666667 7.000000 6.333333 5.666667 5.000000 4.333333 3.666667
[10] 3.000000
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> g = seq(5, 16, by = 0.5)
> g

[1] 5.0 5.5 6.0 6.5 7.0 7.5 8.0 8.5 9.0 9.5 10.0 10.5 11.0 11.5 12.0 12.5 13.0
[18] 13.5 14.0 14.5 15.0 15.5 16.0

Another very useful function to create vectors is the c() function. This function will stick things
together in whatever order you give it. For example

> h = c(6, 3, 9, 2, 27, 1)
> h

[1] 6 3 9 2 27 1

> 6,3,9 #won't work! R doesn't recognize ``raw'' lists

It will also recognize previously assigned variables and vectors:

> k = c(b, a, f)
> k

[1] 168.000000 5.000000 9.000000 8.333333 7.666667 7.000000 6.333333
[8] 5.666667 5.000000 4.333333 3.666667 3.000000

And it will do calculations on the fly:

> n = c(2 + 4, 7 * 8, a + b, seq(1:3, by = 2), 5:3)
> n

[1] 6 56 173 1 2 3 5 4 3

Finally, when you want to create a vector that has the same value or sequence of values repeated
a certain number to times we use the rep() function. This function takes the value that you
want to repeat and the number of times you wanted it repeated. For example

> rep(2, length = 5)

[1] 2 2 2 2 2

> rep(c(1, 2, 3), times = 3)

[1] 1 2 3 1 2 3 1 2 3

> rep(c(1, 2), each = 4)

[1] 1 1 1 1 2 2 2 2

Subscripting: taking pieces of vectors

You can take pieces of a vector by using SQUARE brackets:

> d[3] #the third element of d

[1] 3

> f[3:6] #elements 3, 4, 5 and 6 of f

[1] 7.666667 7.000000 6.333333 5.666667
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> g>10 #logical vector

[1] FALSE FALSE FALSE FALSE FALSE FALSE FALSE FALSE FALSE FALSE FALSE TRUE TRUE TRUE
[15] TRUE TRUE TRUE TRUE TRUE TRUE TRUE TRUE TRUE

> g[g>10] #just the elements in g that are greater than 10

[1] 10.5 11.0 11.5 12.0 12.5 13.0 13.5 14.0 14.5 15.0 15.5 16.0

We can assign a new value, such as 1 to a subset of a vector

> d[d < 5] = 1
> d

[1] 1 1 1 1 5 6 7 8 9 10

Working with vectors

Once we have created a vector we can do arithmetic on it element-by-element, for example

> a = 1:10
> b = 3:12
> a + 2

[1] 3 4 5 6 7 8 9 10 11 12

> a + b

[1] 4 6 8 10 12 14 16 18 20 22

Most of the math operation functions (i.e., exp, log, etc) are written such that they work
element-by-element as well:

> exp(a) #exponential of a

[1] 2.718282 7.389056 20.085537 54.598150 148.413159 403.428793
[7] 1096.633158 2980.957987 8103.083928 22026.465795

> log10(b) #log base 10 of b

[1] 0.4771213 0.6020600 0.6989700 0.7781513 0.8450980 0.9030900 0.9542425 1.0000000
[9] 1.0413927 1.0791812

> log(a,base=2) #log with base 2, you can do logarithms with any base

[1] 0.000000 1.000000 1.584963 2.000000 2.321928 2.584963 2.807355 3.000000 3.169925
[10] 3.321928

The latter example is demonstration of how functions have default values. For the function log
the default is for a natural log, however we can ask it calculate a log with any base if we define
it.
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Problem Set

1. Create a vector named ”vec” using the seq command to make a vector that runs from 1 to
50 with 10 elements (use ?seq if you need help).

> vec

[1] 1.000000 6.444444 11.888889 17.333333 22.777778 28.222222 33.666667 39.111111
[9] 44.555556 50.000000

2. Create a second vector that runs from 1 to 50 with 50 elements, and then create a third
vector that runs from 20 to 30 with 10 elements by subsetting the second vector.

> vec2

[1] 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28
[29] 29 30 31 32 33 34 35 36 37 38 39 40 41 42 43 44 45 46 47 48 49 50

> vec3

[1] 20 21 22 23 24 25 26 27 28 29 30

3. How many elements do you expect to find in vec[2:4+1]? Should it be the same length as
vec[2:(4+1)]?

Reading in Data

There are several functions for reading data sets into R. We are going to focus on the read.csv
function. To learn about other functions for reading in data, please see the R Reference Card.

Often data is saved in excel workbooks, when this is the case one of the easy ways to convert
them into a file type that R can understand is to save them as comma delimited files or .csv files
(filename.csv). In excel this is done through ”Save As...” then choosing the csv option under file
type.

Once the data file is saved in the proper format we need to check where it has been saved. This
is very important because we need to tell R where to look for the file. There are a few ways to
make sure R is ’looking’ in the correct location. One way is to set the R ”working directory” to be
the same location as the file of interest.

To change or view the working directory on a Mac: Go to ”Misc” drop down menu in R and select
”Change Working Directory...” to change the directory or ”Get Working Directory” to find out what
the directory is set as.

To change or view the working directory on a PC: Go to the ”File” drop down menu in R and select
”Change dir...”

To change of view the working directory in RStudio (both Macs and PCs): Go to the ”Tools” drop
down menu and select ”Set Working Directory”
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Another way to make sure that R finds the file is to tell it the entire file path name when we load
the file into R.
Example: We can load the expData.csv file into R using the read.csv() function as follows:

> dat=read.csv("expData.csv") #this is the code we use when the working directory
> #is the same as the location of the file
> dat

time expVal
1 1 2.718282
2 2 7.389056
3 3 20.085537
4 4 54.598150
5 5 148.413159
6 6 403.428793
7 7 1096.633158
8 8 2980.957987
9 9 8103.083928
10 10 22026.465790

To read the file in with the path name we use the same function, just include the path, for
example

dat=read.csv("/YOUR-PATH-HERE/expData.csv")

Data that is read into R, comes in as ’dataframe’ object. This means the data is in a matrix
format, with rows and columns and it can have column names associated with it.

Subsetting: taking part of a dataframe

As with vectors when we want to call only part of a dataframe we can do it by using SQUARE
brackets. However, unlike vectors, each element in a dataframe has two position indicators, one
for the row and one for the column. When we call a piece of a dataframe we have to include both
positions. The way the position works is: dataframe[row, column]. (This is also true of matrix
objects.) For example if we want the value in the 3rd row 2nd column of our dat dataframe we
do:

> dat[3, 2]

[1] 20.08554

We can also call sequences of rows or columns.

> dat[1:3 ,2] #Calls rows 1, 2 and 3, second column

[1] 2.718282 7.389056 20.085537

> dat[6, ] #calls row 6, all columns

time expVal
6 6 403.4288

> # (the , separates the row indicator from the column one
> dat[ ,1] #calls column1, all rows

[1] 1 2 3 4 5 6 7 8 9 10
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Because dataframes have column names we can also subset the dataset using those. We do this
using the $ operator, for example:

> dat$time #this is the same as calling dat[ ,1]

[1] 1 2 3 4 5 6 7 8 9 10

> dat$expVal[4:8] #calls the second column, rows 4 through 8, same as dat[4:8,2]

[1] 54.59815 148.41316 403.42879 1096.63316 2980.95799

Problem Set

1. Read in the data in the file ”sampleSI.csv” and name it ”SIdata”. If you have correctly done
this you should see a list of 3 columns, day, S and I, that is 101 rows long. The first few rows
will appear as follows:

> head(SIdata)

day S I
1 0 8500000 27.90000
2 1 8499958 38.95857
3 2 8499900 54.76993
4 3 8499820 77.71778
5 4 8499707 111.69526
6 5 8499543 163.33507

2. Find the mean number of infected hosts using the column name for infected hosts (I) or
using general subsetting rules.

[1] 186715.1

Plotting

Creating nice plots in R is fairly straightforward. The plot(x,y) function, by default plots a
scatterplot of points, but it is quite flexible and easy to manipulate. NOTE: your x and y vectors
MUST be the same length. For example

> a = 1:10
> b = seq(1, 100, length = 10)
> plot(a, b)
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If we would like to add axis labels, and give it a line instead of points we can by using xlab,
ylab for the x- and y-axis labels respectively, and telling it that type is equal to ’l’ (for lines) or
’b’ (for both points and lines). For example:

> plot(a,b,type="l",xlab="time", ylab="number") #plots a line
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> plot(a,b,type="b",xlab="time", ylab="number") #plots both points and lines
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We can also add a title and color to our plot by using main and col respectively:

> plot(a, b, type = "l", xlab = "time", ylab = "number", main = "Sample Plot",
+ col = "blue")
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Using the points() and lines() functions we can add additional points, lines or both to an
existing plot:

> plot(a,b,type="l",xlab="time", ylab="number",main="Sample Plot",col="blue")
> d=seq(1,50,length=10)
> f=seq(1,25,length=10)
> points(a,d,col="red") #adds red points to existing plot
> lines(a,f,type="b") #adds a black line and points to existing plot
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These are some of the many many ways that you can use the plot() function in R. For further
ways to customize your plots please see the R Reference Card or read the R help files.
The plot() function is one of a number of plotting functions in R. Some of the more commonly
used plotting commands are listed in the R Reference Card

Problem Set

1. The ’S’ column indicates the number of susceptible hosts, while ’I’ gives the number of
infected hosts. Plot the percent infection as a function of time. Make the curve a solid line
(type), pick a color (col) and label the axes using xlab and ylab (see the R reference card
for details)
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2. Add a horizontal line to make it easy to see when infection exceeds 10% (again the R refer-
ence card may be helpful).
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Loops

Loops are very handy when you want to run an operation multiple times, for example we might
want to calculate how something changes over time. We will accomplish this with a ’for’ loop.
Understanding the logic behind loops is tricky and it usually takes many attempts to get the
hang of it so don’t get discouraged.

Before actually writing the loop part of our for loop, we need to create a place to store the results
in, a vector for example. Then to write the for loop we must call the for() function. We will
be running an operation over many time steps, so we need a ’counter’ or index for the current
location, here we will use i, we also need to tell R where it is starting the index and were it is
ending. All of this information goes within the ROUND brackets. With for loops we also use
CURLY brackets after the round brackets to define the operations the loop will execute.

for(i in starting:ending){
result.vector[i]=operation
} #end of for loop

For example, if we want to take 4 to increasingly higher powers we would write a loop as follows:

> IT=5 #number of times we want our loop to do the operation
> p=seq(3,7,by=1) #a vector of powers we are going to take 4 too.
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> result=rep(NA, length=IT) #create an empty vector to store the results in
> for(i in 1:5){ #tell our loop that it is going to start with i=1 and count up
+ #(by whole numbers) until i=5
+ result[i]=4ˆp[i] #stores the result of the calculation in the ith place in our result
+ #vector, e.g. result[1]=4ˆp[1] or 4ˆ3
+ } #end of for loop
> result

[1] 64 256 1024 4096 16384

In the previous example, the loop sets i to be equal to 1 then 2 etc until i is equal to 5. So when

i = 3 the loop replaces the ’NA’ in the 3rd position of the result vector with 4p[3] or 45.

Problem Set

1. Write a loop to compute and print the factorial for each number from 1 to 10 (see ?factorial
for help).

[1] 1
[1] 2
[1] 6
[1] 24
[1] 120
[1] 720
[1] 5040
[1] 40320
[1] 362880
[1] 3628800

2. Write a loop to compute and store the sine function over the region from 0 to 4 ∗ pi. Plot the
results (hint: compute at least 40 points to get a smooth curve).
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Functions

Writing functions in R is very useful when the task you wish to accomplish is not written in the
built-in R functions (this happens more often then you think). As with loops, functions can be a
bit confusing at first so be patient and don’t get discouraged.

The first step in writing a function is to define the function and what it will do, we accomplish this
using the function() function. Inside the ROUND brackets we define the arguments our func-
tion will take. Inside the CURLY brackets we define the operation the function will be performing,
and what we want the function to tell us, such that:

name=function(x, y){ #this function would have 2 arguments
z=operation #here we are telling the function what to do
return(z) #return tells R what to give us back once it has run the function
}

NOTE: When R is running an operation inside a function, it CANNOT ’see’ objects that you have
defined outside the function. Similarly, when you are outside a function, R cannot ’see’ objects
created inside a function UNLESS you tell it to return them at the end of the function.

Once the function is written, we can have it perform the operations by calling it as we do with
built-in R functions. NOTE: writing the function does NOT run the operation. We MUST call it in
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order for the operation to be executed. This is why it is important to always name your function,
without a name the function will not be callable.
Examples
If we want to create a function that squares things for us we do the following

> square=function(x){ #name our function and define one argument
+ res=xˆ2 #operation the function will perform when called
+ return(res) #the information we want back
+ } #end of function

Now that our ”square” function is created we can call it as follows:

> square(5) #call the square function and give it the argument of 5,

[1] 25

What if we want to create a function that squares things as a default but can take things to other
powers as well? We can do this with just a few modifications on our square function. We will call
our new function power.

> power=function(x,y=2){ #name our function and define two arguments,
+ #y has the default value of 2
+ res2=xˆy #operation the function will perform when called
+ return(res2) #the information we want back
+ } #end of function

Because we have defined y to have the default value of 2, the power function will square our x
argument unless otherwise specified, for example

> power(5) #does the same thing as our square function

[1] 25

> power(5,3) #cubes 5

[1] 125

> power(y=0.5, x=25) #takes the square root of 25

[1] 5

Notice in the above example, when we don’t specify which argument is which R will automatically
go in order (i.e., x first, y second). However, we can go out of order if we define the arguments
(i.e. x = and y =)

Problem Set

1. Write a function to calculate the mean of a vector. Name this function ”myMean”. (Hint:
you may find the built-in functions sum and length helpful). Then test to see if it works by
finding the mean of a vector that goes from 1 to 15.

[1] 5.5

2. Write a function to compute the area of a circle, given the radius (recall that the area of a

circle is pi ∗ (radius2)). Then test the function for a circle with a radius of 7.

[1] 153.9380
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